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ChatOps platform with collaborative workflow and automation, AI, and toolchain integration 
across web, desktop & mobile.
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Teams

Channels

Threads

Center plane RHS planeSidebar
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Performance at scale
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Server performance at scale

High CPU DB load I/O bottlenecks

Slow APIs Broadcasting fan-outs "|i {~ªkÒ
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Client performance at scale

Å CPU intensive
Å Making other apps unuseable
Å Worsens when user is part of multiple teams 

and channels
Å Frequent application restart

Å Lag in text appearing (large delay per 
keystroke)

Å Occurs while composing new messages
Å Search and autocomplete become 

unresponsive
Å Users think the application is broken

Slow typing

High RAM consumption
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Å Takes long time to switch between teams
Å @~®spsg^®s~| ^gª~«« ®k^{ ^ªk|í® «·|gki
Å Complete app becomes in a frozen state

Å Takes a long time to load messages in the 
channel

Å Loading stuck state
Å Quick channel navigator is slow

Client performance at scale

Slow channel switch Slow team switch
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Å High inflow volume in 
elevated usage

Å Balancing over fetching 
and under fetching

Å UI responsiveness

Client performance at scale

Poor Real time data
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Quantifying
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Memory profiles å Non automated
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CPU usage - Non automated
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Framerate - Non automated
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HTTP Archive - Non automated
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Web Vitals å can be automated

Å Interaction to Next Paint (INP)

ÅTime to first byte (TTFB)

ÅLoad end event

ÅFirst Contentful paint (FCP)

ÅLargest Contentful paint (LCP)

ÅCumulative Layout Shift (CLS)
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Chrome Devtools Protocol å can be automated

ÅJS heap Size

ÅJS event listeners

ÅDOM Nodes count
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App specificå can be automated

ÅTime to Channel switch

ÅTime to Team switch

ÅTime to load RHS

ÅTime to load Threads
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Recommendations
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Redux reducer performance

What changed
Å Refactored status handling to 

process all user statuses in a single 
pass

Å Simplified reducers for status, DND, 
manual status, last activity

Why it was needed
Å Status reducers were memory-heavy 

under high load (50k+ users)
Å Same data was iterated multiple 

times across reducers

Impact
Å Memory usage: ~7 MB Ÿ ~1.1 MB 

(82% reduction)
Å Lower GC pressure, smoother idle 

performance

Recommendations 
Å Apply single-pass reducer patterns 

elsewhere
Å Avoid redundant array iterations in 

hot paths

https:// github.com/mattermost /mattermost /pull/26670
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Batching and Polling

What changed
Å Introduced batched fetching: 

replaced per-post calls.
Å Added a pooling mechanism that 

collects user IDs and periodically 
calls getStatusesByIds and 
getProfilesByIds

Why it was needed
ÅQ«kª «®^®¯« gr^|qk« ^ªk|í® ikzs´kªki 

over WebSocket events, causing 
redundant calls to /users & /status

Impact
Å Reduced network chatter by 

combining requests and polling 
instead of making calls for every 
post.

Recommendations
Å Adjust the polling interval to 

balance freshness and traffic; 
shorter intervals update statuses 
faster but increase network usage.

https:// github.com/mattermost /mattermost /pull/26644
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Tracking too many in local state

What changed
Å Removed the caretPosition state 

and replaced usage with direct 
^ggk«« ®~ ®rk ®k¶® ^ªk^í« api.

Å Cleaned up other 
AdvancedTextEditor hooks to stop 
using caretPosition

Why it was needed
Å Tracking the caret in state 

introduced asynchronous updates 
that clashed with React¿Æí« 
rendering behaviour

Impact
Å Improved typing performance: the 

post text box and thread pop-out 
|~ z~|qkª «¯ppkª pª~{ ê«z~µ ®·§s|që 
or erratic caret movement .

Recommendations
Å Avoid storing caret position in 

state; use native selection APIs 
(selectionStart/selectionEnd) for 
cursor-dependent actions.

https:// github.com/mattermost /mattermost /pull/26644
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Break down initial -load bundles

What changed
1. The PR splits existing bundles into 

smaller chunks by lazy-loading only 
®rk ª~¯®k« |kkiki p~ª ®rk êr^§§· 
§^®rë Ýz~qqki-in user loading the 
core app) .

Why it was needed
1. Breaking the app into more granular 

chunks allows browsers to cache 
and load only the necessary code for 
the initial page view, improving 
perceived responsiveness.

Impact
Å Users on slower networks see a 

quicker initial load because smaller 
modules download and parse 
faster.

Recommendations
Å Extend this granular bundling to 

other heavy components as 
needed, and document lazy-load 
patterns for future development.

https:// github.com/mattermost /mattermost /pull/27845
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Load on DOMContentLoaded instead of onload

What changed
Å Replaced the onload callback with a 

custom append 
OnDOMContentLoadedEvent

Why it was needed
ÅThe DOM is fully parsed by the time 

DOMContentLoaded fires, but 
images and other assets might still 
be downloading. Running React at 
this point allows the app to render 
sooner and improves perceived 
performance .

Impact
Å Faster perceived load: React 

begins rendering as soon as the 
DOM is ready, not after all external 
assets finish loading .

Å Performance tests show FCP 
improved from 4.4 s to 3.8 s .

Recommendations
Å Apply the same 

DOMContentLoaded strategy to 
other third-party libraries that 
block rendering.

https:// github.com/mattermost /mattermost /pull/27192
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Few caveats regarding Client performance

Å Network latency will eat away the hard work.

Å Client-side performance measurement has lots of inter dependent factors.

Å Comparison is the key.

Å Manage user expectations regarding performance.

Å Performance improvements are nonlinear.
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Load test
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Overview of load-test tool

Å Number/size of HTTP requests
Å Concurrent connected devices
Å DB size/type of data
Å User actions and relative 

frequency

Å Horizontal scaling (number of 
app/DB nodes)

Å Vertical scaling (specs of each 
node)

Å Network (bandwidth, 
placement)

Å App-level tuning (node 
networking, load balancing, 
caches)

Å CPU, memory, I/O, network
Å HTTP response times
Å DB query response times & 

connection counts
Å Higher-level metrics (login 

time, channel switch time, 
etc.)

Å Tools: Prometheus, Grafana

LoadArchitecture Monitoring
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Its uses

1. Characterization (capacity, stable specs)
2. Optimization (find bottlenecks)
3. Regression testing 
4. Bug reproduction
5. Targeted investigations
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github.com/mattermost /mattermost -load-test -ng
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>~^i ®k«® ®~~zí« ^ªgrs®kg®¯ªk
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Deployment the load-test
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User config files (.json)

Terraform config (.tf)

AWS instances
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Coordinator - Brain of the load-test
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Controller - User simulator
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Adding Client capability to load -test
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